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ABSTRACT

which accumulates millions of users’ search queries, becomes
a valuable information source that serves as the basis of
many functionalities [1, 5, 12, 15] of search engines. Recently, topic modeling has been successfully developed to
power geographic-related applications in web media such as
Flickr and Twitter [3, 20, 24]. Since query log has advantages over other web media in capturing the users’ interests
and preferences, it is valuable to investigate how to conduct
geographic topic modeling on query logs and explore the
potential applications of the discovered topics.
Query log posits several unique challenges that render traditional topic models inapplicable or they can only work
suboptimally. First, geographic information is not always
available in a query log. Diﬀerent from web services with
geo-tagging functionality, search queries are typically not
associated with GPS locations. Therefore, geographic information needs to be discovered somehow from the raw log
entries. This challenge also illustrates the fundamental difference between our work and those that study Locationbased Services (LBS) [19], which utilize the users’ real-time
locations to carry out geographic-aware services. We aim to
capture the search topics that are related to some locations
in which the users are interested, and these locations are
not necessarily the same as the users’ real-time locations.
Second, each search query is very short and on average contains only 2.35 terms [11]. Therefore, simply considering
each query as a document and applying traditional topic
models on them results in poor topic estimation due to the
shortness of each query [13]. Third, diﬀerent from the typical scenario of document modeling which faces homogeneous
items, query log is composed of two heterogeneous items, the
query terms and the URLs, which have diﬀerent natures and
are not independent of each other. Thus, topic modeling on
query log needs to handle the heterogeneous items and capture the complicated co-occurrence between them.
In this paper, we propose a new framework named Geographic Web Search Topic Discovery (G-WSTD), which
addresses the aforementioned challenges and conducts geographic web search topic discovery from two perspectives:
the discrete perspective and the regional perspective. The
discrete perspective assumes that each search topic is associated with some discrete locations. The geographic relation
between the locations, such as the distances between them,
are not considered in the discrete perspective. In contrast,
the regional perspective assumes that search topics have geographic locality, and each search topic is adherent to a region
on the map. We now illustrate the motivations of the two
perspectives via the search queries shown in Table 1.

Search engine query log is an important information source
that contains millions of users’ interests and information
needs. In this paper, we tackle the problem of discovering latent geographic search topics via mining search engine query
logs. A novel framework G-WSTD that contains search session derivation, geographic information extraction and geographic search topic discovery is developed to support a variety of downstream web applications. The core components
of the framework are two topic models, which discover geographic search topics from two diﬀerent perspectives. The
ﬁrst one is the Discrete Search Topic Model (DSTM), which
aims to capture the semantic commonalities across discrete
geographic locations. The second one is the Regional Search
Topic Model (RSTM), which focuses on a speciﬁc region on
the map and discovers web search topics that demonstrate
geographic locality. We evaluate our framework against several strong baselines on a real-life query log. The framework
demonstrates improved data interpretability, better prediction performance and higher topic distinctiveness in the experimentation. The eﬀectiveness of the framework is also
veriﬁed by applications such as user proﬁling and URL annotation.
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H.3.3 [Information Search and Retrieval]: Text Mining

General Terms
Algorithms, Experimentation
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1.

INTRODUCTION

Search queries are the embodiment of the users’ interests and information needs. Thus, search engine query log,
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Table 1: Search Query Examples
ID
q1
q2
q3
q4
q5
q6

Query
disneyland orlando
disney resort tokyo
pairs disney
glasgow scottish culture
edinburgh bagpipe
glasgow haggis

topic discovery as a geographic-aware process of dimension
reduction, and proﬁle search engine users by the discovered
search topics. Finally, since G-WSTD captures the semantic relations between query terms and URLs, the framework
also supports URL annotation, which is eﬀective to improve
the quality of web search results [9].
The contributions of this paper are primarily threefold:

Clicked URL
disneyworld.disney.go.com
www.swandolphin.com
www.disneylandparis.com
www.bbc.com
empty
www.yelp.co.uk

• First, we propose and study the new problem of geographic web search topic discovery. Techniques such as
search session derivation, geographic information extraction and search topic extraction are seamlessly integrated as a framework, which support various downstream applications.

Example 1. (Motivation) Consider the search queries in
Table 1, the search topic of queries q1 , q2 and q3 are all about
Disneyland, just like the reality that Disneyland resorts are
located in diﬀerent countries, the locations related to this
topic, such as Orlando, Tokyo and Paris, are remote from
each other. In contrast, q4 , q5 and q6 are about the topic of
Scotland culture, the locations related to this topic, Glasgow
and Edinburgh, are in geographic proximity.
If we view the queries from the discrete perspective, the
topic about Disneyland is related to Orlando, Tokyo and
Paris while the topic about Scotland culture is associated
with Glasgow and Edinburgh. The latent semantics that the
topic about Scotland culture characterizes the features of a
region such as the Central Belt1 is lost. Even worse, since
we do not impose proximity on the geographic information of
a topic, the probability of q4 , q5 and q6 that are assigned as
the same topic can be very low, and the topic about Scotland
culture may not be discovered at all.
If we view the queries from the regional perspective, the
topic about Scotland culture covers a region such as the Central Belt. However, the topic about Disneyland covers a wide
region, which is across America, Europe and Asia. Although
this geographic information may be helpful in some case,
the semantics that the topic about Disneyland characterizes
cities such as Orlando, Tokyo and Paris is lost. Even worse,
since the regional perspective assumes that each topic has the
geographic locality, a topic that is associated with widely dispersed locations can have very low probability, and the topic
about Disneyland may not be discovered at all.

• Second, we address the challenging issues of topic modeling on search engine query log and propose two probabilistic topic models, DSTM and RSTM, to discover
geographic search topics from the discrete and regional
perspectives. Search topics discovered by the two models are complementary and provide comprehensive coverage of the latent geographic semantics in query log.
• Third, we conduct extensive experiments and the effectiveness of the proposed framework is unequivocally
veriﬁed by its superiority over several strong baselines.
The rest of the paper is organized as follows: we review the
related work in Section 2. In Section 3, we outline the architecture of the framework and its components. In Section 4,
we discuss the generative processes and inference strategies
for DSTM and RSTM, respectively. In Section 5, we present
the experimental results. Finally, the paper is concluded in
Section 6.

2. RELATED WORK
Probabilistic topic modeling is gaining momentum in text
mining. Blei et al. [2] proposed the pioneering Latent
Dirichlet Allocation (LDA) to analyze electronic archives.
Griﬃths et al. [6] reported that LDA is eﬀective to ﬁnd
scientiﬁc topics. Following LDA, many topic models that
specialize in diﬀerent tasks are proposed. Wang et al. [21]
proposed a topic model to explicitly capture the relationships between locations and words in news and blogs. With
the development of GPS technology, several studies have
been done on geo-tagged social media. Yin et al. [24]
studied the problem of discovering geographic topics from
GPS-associated tweets. Sizov et al. [20] proposed Bayesian
models for characterization of social media by combining
text features with spatial knowledge. Eisenstein et al. [3]
proposed a multi-level generative model that reasons about
lexical variation across diﬀerent geographic regions. Hao et
al. [7] proposed the location-topic model to mine locationrepresentative knowledge from a large collection of travelogues.
Our work is also related to geographic information analysis in search query log. Gan et al. [4] studied geographic
search queries that employ geographic terms in an attempt
to restrict results to a particular region or location. Wang et
al. [22] deﬁned a search query’s dominant location and proposed a solution to correctly detect it. Yi et al. [23] proposed
and developed a geographic intent analysis system that uses
minimal supervision to learn a model from a large amount
of web-search log for the intent discovery.

Example 1 shows that the search topics generated from
the two geographic perspectives are complimentary and thus
a framework which supports discovering search topics from
the two perspectives provides comprehensive coverage of the
latent semantics in query log. Thus, we explore two probabilistic topic models to discover geographic search topics
from the two perspectives. The ﬁrst model is the Discrete
Search Topic Model (DSTM), which diﬀerentiates the locations from the general query terms and assumes that the
locations follow a diﬀerent multinomial distribution given
the search topic. With the DSTM model, we aim to ﬁnd the
commonality across diﬀerent locations. We further propose
the Regional Search Topic Model (RSTM), which aims to
ﬁnd search topics that are adherent to a speciﬁc region on
the map. The region’s spectrums are modeled by two Gaussian distributions over latitude and longitude. As long as
geographic search topics are successfully generated from the
two perspectives, they can be utilized together and spawn
a series of new web applications such as checking the commonalities of diﬀerent locations and showing a region’s characteristics. Additionally, we can consider geographic search
1

http://en.wikipedia.org/wiki/Central Belt
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3.2 Geographic Information Extraction

Search
Session
Derivation

Search Query
Log

In order to extract geographic information in a ﬁne granularity, we focus on extracting city names in this paper. The
task is challenging because of the ambiguity of proper names.
Consider the query “new york times”. The simplistic matching of query n-grams and geographic locations gives us a
false positive match with the city of New York. Only when
we consider other properties of the query and the context
in which “new york” is mentioned, can we successfully identify this query as non-geographic. We also ﬁnd that general
NLP tools such as named entity recognizer cannot be directly applied to the task because of the shortness of search
queries and the lack of capitalization. Therefore, we propose
a supervised approach to classify queries into geographic and
non-geographic categories.
We ﬁrst build a training corpus of search queries, which
are manually labeled as geographic or non-geographic. Then
we construct training instances by extracting features of
each query and its respective session. The details of the
extracted features are presented below.

Geographic
Information
Extraction
Discrete
Search Topic Discovery Search Topic
Model

Regional
Search Topic
Model

Discrete
Search
Topics

Regional
Search
Topics

Downstream Applications
Discover
Different
Locationsÿ
Commonality

Discover a
Regionÿs
Characteristics

User
Profiling

URL
Annotation

Figure 1: The Architecture of G-WSTD

• Query features
– Query length: number of characters, number of query
terms

Despite the wide acceptance of using the probabilistic
topic modeling approach on analyzing articles and web documents, there seems very little research work that analyzes
query log from the geographic perspective. Therefore, our
work is diﬀerent from previous ones in two aspects: First,
we ﬁll the aforementioned research gap by proposing a new
framework that seamlessly integrates search session derivation, geographic location extraction and probabilistic topic
modeling for discovering web search topics. It is the ﬁrst
time that a methodology which is specialized for topic modeling on query log is proposed. Second, diﬀerent from previous works that model the geographic information in a single mathematical distribution, we explore two distinct assumptions of geographic web search: discrete and regional.
We then develop two topic models that capture the latent
geographic semantics of query log by diﬀerent mathematical distributions. Though extensive experiments, the results
verify that the assumptions are reasonable and eﬀective in
the scenario of web search analysis.

3.

– Position of candidate location(s) in a query (from the
left and from the right)
– Number of candidate location(s) at diﬀerent taxonomy levels (e.g. city, county, state, country)
– If there are multiple candidate locations: whether there
is a hierarchical ordering (e.g. ’New York’ ⊂ ’USA’),
whether the candidates appear consecutively
– Population size of the candidate location
– Surrounding words: presence of speciﬁc keywords (e.g.
’state’, ’city’)
– Bag-of-words representation of query terms, using a
standard TF-IDF metric
• Session features
– Number of appearances of the query’s candidate location in a session
– Number of appearances of all candidate locations in a
session
– Geographic (Euclidean) distance between two distinct
candidate locations in a session

FRAMEWORK

In this section, we discuss the three major components
of G-WSTD, whose architecture is illustrated in Figure 1.
Section 3.1 discusses the component of search session derivation. Section 3.2 describes the component of geographic information extraction. Section 3.3 outlines the search topic
discovery component and downstream applications.

– Whether there is a hierarchical ordering between two
or more candidate locations in a session

Using the training dataset, we train a classiﬁcation model,
which can then be used to classify all queries in our corpus
as geographic or non-geographic. When a new search query
comes, we ﬁrst perform a simple lookup of query n-grams
(n ≤ 5)2 in a geographic dictionary, in order to identify
candidate locations. If no candidate location is found, the
query is considered non-geographic. If there exist candidate locations, we employ the trained model to classify the
query. If the query is identiﬁed as geographic, then we output the candidate location as the geographic information of
the query. Finally, a geographic dictionary is utilized to map
each location onto its corresponding latitude and longitude
(e.g., mapping “new york” to [40.7142◦ N, 74.0064◦ W]). In

3.1 Search Session Derivation
Search session is deﬁned as a series of queries that satisfy
the same information need. The goal of session derivation is
to group semantically related queries together. We prioritize
the coherency of each session to avoid irrelevant queries in
a session. As query reformulation taxonomy based method
demonstrates high precision in detecting the semantic relevance between queries, we utilize the method proposed in
[10] to segment search query log into search sessions, which
are further utilized in geographic information extraction and
search topic discovery.

2
In our geographic dictionary, no location contains more
than 5 terms.
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Table 2: Notations

the process of location extraction, we assign higher priority
to longer n-grams. For example, in the geographic query
“residence new york” “new york” rather than “york” is recognized as a location. Besides that, with an extended geographic dictionary, our geographic information extraction
method also supports extracting abbreviated names (e.g.
“NY” for New York) as locations.

Notation
D
S
T
Q
K
z
q
t
u
l
θ
φ
Ω
ψ
Ψlat
Ψlon
α
β
δ
λ
X
Y
zi
z−i

3.3 Search Topic Discovery
In this component, we utilize DSTM and RSTM to discover geographic search topics. The details of DSTM and
RSTM will be presented in Section 4. The discovered search
topics will be presented in Section 5.3. The eﬀectiveness of
DSTM in discovering the commonalities of diﬀerent locations and the eﬀectiveness of RSTM in discovering a region’s
characteristics will also be demonstrated in Section 5.3. The
downstream applications such as user proﬁling and URL annotation are discussed in Sections 5.5 and 5.6.

4.

SEARCH TOPIC MODELS

In order to apply probabilistic topic modeling to query
log, we ﬁrst group the log entries of the same user as a document. Then we organize each document as bag of search
sessions. We also ﬁlter out the non-informative query terms
according to a stopword list provided in [14]. The common
URLs of major search engines and popular portals such as
“www.google.com” and “www.yahoo.com” are also sifted due
to non-informativeness. Due to the large amount of search
queries and the long-tail phenomenon, we only utilize the
search queries whose frequency is larger than a predeﬁned
threshold. After the pre-processing, each user is associated
with a document, each document contains several search sessions and each search session contains several query terms,
search queries (if any), URLs (if any) and geographic information (if any). The notations that will be used in the
paper are presented in Table 2.

t
u
l
q

DK
Cdk
KT
Ckt
QKU
Cqku
KL
Ckl
Nit
Niu
Nil
gllat
gllon
μlat
z
μlon
z
σzlat
σzlon

4.1 Discrete Search Topic Model
Query log contains two heterogeneous items: query terms
and the URLs. These two items are not independent since
the URLs result from the search queries, which are composed
of the corresponding query terms. Therefore, in DSTM,
we capture the relation between the query terms and the
URLs via the search queries . We further assume that search
queries, query terms and URLs in the same session share the
same search topic. This assumption is consistent with the
reality: information within the same session is to satisfy the
same information need and thus is semantically coherent.
The Bayesian graphical model of DSTM is presented in
Figure 2. Each document is generated by ﬁrst drawing a
document-speciﬁc mix θ over topic 1, . . . , K that is drawn
from a Dirichlet prior α. As we constrain that search queries,
query terms and URLs within a session share the same
search topic, we use search session as the basic unit for topic
assignment. Thus, a session-speciﬁc topic z is drawn from
θ. Within the session, some query terms are drawn from a
multinomial distribution based on the topic z. Then these
query terms are composed as search queries. Some search
sessions, especially those with only one query, contains no
clickthrough, therefore, no URL is recorded in the log. We
use an indicator X to indicate whether there exists URL in
a search session. If there exist URLs (X = 1), the URLs are
drawn from a multinomial distribution based on the topic z

Description
the number of documents
the number of search sessions
the number of query terms
the number of search queries
the number of search topics
search topic
search query
query term
URL
location
multinomial distribution over search topics
multinomial distribution over query terms
multinomial distribution over URLs
multinomial distribution over locations
Gaussian distribution on latitude
Gaussian distribution on longitude
Dirichlet prior vector for θ
Dirichlet prior vector for φ
Dirichlet prior vector for Ω
Dirichlet prior vector for ψ
the indicator of the existence of URLs
the indicator of the existence of locations
the search topic of session i
the search topic assignments
for all sessions except session i
the query term list representation of the corpus
the URL list representation of the corpus
the location list representation of the corpus
the query list representation of the corpus
the number of sessions that
are assigned topic k in document d
the number of times that t is assigned topic k
the number of times that q is assigned topic k
and also results in u
the number of times that l is assigned topic k
the number of t in session i
the number of u in session i
the number of l in session i
the latitude of location l
the longitude of location l
mean of Ψlat
z
mean of Ψlon
z
variance of Ψlat
z
variance of Ψlon
z

and the corresponding search query q. A session does not
necessarily contain geographic information, thus another indicator Y is drawn to decide whether geographic information
exists in a session. If there exists geographic information
(Y = 1), the locations are drawn from a multinomial distribution based on the topic z.
In DSTM, the topic assignment of a session is subject to
the co-occurrence of the queries, the query terms, the URLs
and the locations within the session. Ultimately, each query
term t is picked in proportion to how much the enclosing
document prefers the topic z and how much the search topic
prefers the query term t. Each URL is picked in proportion
to how much the enclosing document prefers the topic z and
how much the topic and the corresponding query prefers
the URL u. Each location is picked in proportion to how
much the enclosing document prefers the topic z and how
much the topic prefers the location l. Notably, the model
utilizes the geographic information in a discrete way, without
considering the geographic distance between the locations.
We aim to ﬁnd an eﬃcient way to compute the joint likelihood of the observed search queries, query terms, URLs
and locations with the hyperparameters:
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Figure 2: Discrete Search Topic Model (DSTM)


Li
KL
KL + λ + N ) 

Γ( L
Γ(Ckl
l
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I(Yi =1)
l=1 (Ckl + λl ))
.
L
KL + λ )
KL
Γ(Ckl
Γ( l=1 (Ckl + λl + Nil )) l=1
l
(5)

Note that the method proposed here is potentially scalable
to very large datasets. For example, the LDA-style Gibbs
sampling has been scaled to very large data sizes by [16].
P (t, u, l, q, z|α, β, δ, λ, X, Y) =
P (u|δ, z, q, X)P (q|t)P (t|z, β)P (l|λ, z, Y)P (z|α).

4.2 Regional Search Topic Model
(1)

P (z|α) is the same as the standard LDA. This formula
term ultimately contributes the same formula term to the
full conditional as well as the sampling formula for updating
individual topic assignments zi . Using the independence
assumptions of the model, we consider the probability of
the query terms, URLs and the locations.
The probability of the query terms is given as follows:

P (t|z, β) =

 
Sd Tds
D 


K


P (tdsi |φzds )Ndstdsi

d=1 s=1 i=1

P (φzds |β)dΦ.

z=1

(2)

The probability of the URLs is given as follows:

P (u|δ, z, q, X) =

 
Sd Uds
D 

{
P (udsi |Ωqudsi zds )Ndsudsi }I(Xds =1)
d=1 s=1 i=1
Q 
K


P (Ωqzds |δ)dΩ.

q=1 z=1

(3)

The probability of the locations is given as follows:

We now analyze query log from the regional perspective.
The Bayesian graphical model of RSTM is presented in Figure 3. Diﬀerent from the search topics discovered by DSTM,
in which the locations can be widely dispersed on the map,
RSTM assumes that search topics have geographic locality
and each topic covers a region that is deﬁned by two Gaussian distributions over latitude and longitude, respectively.
The major diﬀerence between DSTM and RSTM lies in
the generative process of the geographic information. Similar to DSTM, an indicator Y is chosen to determine whether
there exists geographic information in the current search session. If Y = 1, then the search topic generates latitudes g lat
and longitudes g lon from two topic-speciﬁc Gaussian distributions Ψlat and Ψlon . Due to the nature of the Gaussian
distribution, the latitude and longitude that are close to the
means of the two distributions are more likely to be chosen, thus the resultant topic tends to cover a speciﬁc region.
Astute readers may suggest that the coordinate can be naturally modeled by a bivariate Gaussian distribution. However, previous work already shows that bivariate Gaussian
distribution results in poor convergence of parameter estimates [20]. Therefore, we model the latitude and longitude
by using two separate Gaussian distributions. Empirically,
we ﬁnd that using two Gaussian distributions results in both
quick convergence as well as coherent search topics.
Since the latitude and longitude information is observable
in RSTM, the joint likelihood is as follows:
P (t, u, q, glat , glon , z|α, β, Ψlat , Ψlon , X, Y) = P (t|z, β)

P (l|λ, z, Y) =

 
Sd Lds
D 

N
{
P (ldsi |ψzds ) dsldsi }I(Yds =1)
d=1 s=1 i=1
K


P (u|δ, z, q, X)P (q|t)P (glat |Ψlat , z, Y)P (glon |Ψlon , z, Y)P (z|α),
(6)

where P (z|α), P (q|t), P (t|z, β) and P (u|δ, z, q, X) are the
same as those in DSTM.
The probabilities of generating the latitudes and longitudes are listed as follows:

(4)
P (ψzds |λ)dΨ.

z=1

After combining the formula terms, applying Bayes rule
and folding terms into the proportionality constant, the conditional probability of the kth topic for the ith session is
deﬁned as follows:

lat

P (glat |Ψlat , z, Y) =

Sd gds
D 


N
dsglat I(Y
lat
ds =1) .
dsj }
{
P (gdsj
|ψzlat
)
ds
d=1 s=1 j=1

(7)
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5. EXPERIMENTS

lon

P (g

lon

|Ψ

lon

Sd gds
D 
N


dsglon I(Y
lon lon
ds =1) .
dsj }
, z, Y) =
{
P (gdsj
|ψzds )
d=1 s=1 j=1

(8)

We also apply Gibbs sampling to estimate the latent parameters. After combining the formula terms in Equation 6,
applying Bayes rule and folding terms into the proportionality constant, the search topic of the ith session, zi , is drawn
from the following conditional probability:
P (zi = k|z−i , t, u, glat , glon , X, Y) ∝ K

5.1 Experimental Setup
In order to estimate the eﬀectiveness of the proposed models, we use a real-world data search query log that is obtained from a major commercial search engine in the United
States. The dataset contains 1,501,182 search queries that
were submitted by 11,545 users. After carrying out the session derivation process, we obtain 650,164 search sessions
from the dataset.

DK + α
Cdk
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k =1 (Cdk + αk )
T
T
i
KT + β ))
KT + β + N )

Γ(Ckt
Γ( t=1 (Ckt
t
t
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T
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Γ(C
Γ( t=1 (Ckt + βt + Nit )) t=1
kt + βt )
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QKU
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QKU
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QKU
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+ δu + Niqu ) I(X

5.2 Evaluation of Geographic Information Extraction

i =1)

We ﬁrst evaluate the proposed geographic information extraction method. We select 6,610 queries from 3,085 sessions
and manually label them by four human judges. For the
classiﬁcation paradigm, we choose the widely used Support
Vector Machine (SVM) and logistic regression. After training the learning models, we evaluate their eﬀectiveness by
ten-fold cross validation. We use standard metrics of precision, recall and F-measure for gauging the performance.
The classiﬁcation results are presented in Figure 5, in which
the precision and recall of non-geographic queries are denoted as precision(N ) and recall(N ) while the precision and
recall of geographic queries are denoted as precision(G) and
recall(G). To establish the baseline, we perform n-gram
matching of the query terms in a geographic database that
contains world cities, counties, states and countries. If the
n-gram matches a word with a location in the database, we
recognize the word as a location. From the results, we observe that detecting locations using bag-of-words as the classiﬁcation feature is not eﬀective since the recall(G) is very
low. In contrast, the features presented in Section 3.2 are
very eﬀective for geographic query classiﬁcation. Among all
the methods, SVM that utilizes the full feature set achieves
the best F-measure of 0.981, and thus we use it for running
the location extraction of our dataset, from which 76,530
locations are extracted in total.

QKU
Γ(Cqku
+ δu )
Li

e

−

2
(gllat −μlat
k )
2
2σlat
k

−

2
(gllon −μlon
k )
2
2σlon
k

I(Yi =1)

σklat σklon

l=1

(9)

For the sake of simplicity and eﬃciency, we update the
parameters of the two Gaussian distributions Ψlat
and Ψlon
z
z
by the sample mean and sample variance after each iteration.
lat =
μ̂lat
z =g


σ̂zlat

=

n
1  lat
(g
− g lat )2 ,
n i=1 i

μ̂lon
= g lon =
z

σ̂zlon

=

n
1  lat
g ,
n i=1 i

n
1  lon
g ,
n i=1 i

n
1  lon
(g
− g lon )2 ,
n i=1 i

In this section, we present the experimental results. Section 5.1 discusses the experimental setup. Section 5.2 evaluates the performance of the geographic information extraction. Section 5.3 reports the discovered geographic search
topics and analyzes their characteristics. In Section 5.4, we
quantitatively evaluate the proposed models with three standard metrics. In Sections 5.5 and 5.6, we demonstrate the
utility of the proposed models in applications such as user
proﬁling and URL annotation.

(10)

(11)

(12)

(13)

where (gilon , gilon ) is the ith (latitude, longitude) pair which
exists in sessions that are assigned search topic z. Similar
to DSTM, this method is also scalable to very large data.
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Table 3: Geographic Search Topic Examples. The name of each search topic is the authors’ interpretation.

DSTM

RSTM

Education
university
0.041848
high
0.035745
department 0.030514
city
0.010462
tuition
0.010462
school
0.006974
college
0.005231
library
0.004359
grant
0.004359
enrollment
0.003487
Recreation
pics
0.014601
sun
0.011590
beach
0.010758
leisure
0.008773
boy
0.008324
oyster
0.007876
happy
0.006659
inn
0.006211
beachfront
0.005699
boyce
0.005635

NBA
basketball
0.011204
players
0.007469
nba
0.005602
76er
0.005602
stars
0.004668
team
0.003734
kobe
0.002801
championship 0.002801
ﬁnal
0.001867
oﬀseason
0.001867
Sailing
sailing
0.013357
swim
0.007123
wade
0.007123
bay
0.007123
anchoring
0.005342
sailor
0.005342
oceanside
0.005342
swimsuits
0.004452
shores
0.004452
swimwear
0.004452

Election
election
0.060606
consulate
0.045454
politics
0.015151
vote
0.015151
president
0.015151
corruption
0.005988
republican
0.005988
money
0.004491
governor
0.004491
council
0.002994
High-tech
economic
0.033613
eccrinology
0.016806
investment
0.014005
tech
0.014005
processor
0.011204
xerox
0.011204
software
0.011204
internet
0.011204
bubble
0.008403
employment 0.008403

Real Estate
estate
0.032281
real
0.032281
district
0.008608
hotel
0.006456
sale
0.006456
price
0.004098
dealers
0.004098
insurance
0.002732
apartment
0.023224
brokers
0.002049
Energy
natural
0.028776
oil
0.016786
gas
0.016786
rigs
0.014388
domestic
0.014388
crude
0.011990
consumption 0.009592
electricity
0.009592
production
0.007194
cost
0.007194

(a) Education

(b) NBA

(c) Election

(d) Real Estate

(e) Recreation

(f) Sailing

(g) High-tech

(h) Energy

Figure 4: Visualization of Geographic Search Topics

5.3 Discovered Search Topics

terms like “basketball”, “players”, etc. It is strongly associated with locations such as Salt Lake City, Dallas, Philadelphia, Houston and Los Angeles, all of which are home to
NBA teams. The topic Election is composed of terms like
“election”, “consulate” and “politics”. This topic is closely related to locations such as Nashville, Chicago, Washington,
Cleveland and New York and these cities usually host lots
of political activities during election. We also observe that
words like “estate”, “real”, “district” are the dominant terms
in the search topic Real Estate, which is frequently associated with heavily populated cities such as Los Angeles, San
Diego, Denver, Miami and New York. The result suggests
that hot real estate market used to be the commonality of
these locations.
The search topic Recreation is primarily about “pics”, “sun”
and “beach”, and its spectrum covers the coastal area around
Cape Hatteras National Seashore3 , which is a popular park
for recreation and relaxation. The search topic Sailing is
about “sailing”, “swim”, “wade” and “bay”. Its geographic
spectrum covers the Chesapeake Bay Area in Maryland.

An informal but important measure of the success of the
proposed model is the plausibility of the discovered search
topics. For simplicity, we use the ﬁxed symmetric Dirichlet distribution, which demonstrates good performance in
our experiments. Some search topic examples discovered by
DSTM and RSTM are presented in Table 3. We also visualize the geographic information of search topics discovered
by DSTM and RSTM in Figure 4. For the topic discovered
by DSTM, we mark the locations on the map. For the topic
discovered by RSTM, we use a rectangle to represent the
region that has a high probability (the value of probability
density function is larger than 0.1) in both two Gaussian
distributions.
In the search topic Education, “university”, “high” and “department” are the most frequent terms while Los Angles,
Boston, Austin, Chicago and San Francisco are the top ﬁve
locations in this topic. The fact that many universities are
located in these cities veriﬁes that higher education is the
commonality of these locations, even these they are widely
dispersed on the map. Similarly, the topic NBA contains

3
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http://www.nps.gov/caha/index.htm

(a) Perplexity for Held-out Data

(b) Predictive Perplexity for Partially Observed Data

(c) KL-divergence

Figure 6: Quantitative Measures

6(a), from which we observe that the two proposed models demonstrate much better capability in predicting unseen
data comparing with the three baselines. For example, when
the number of search topics set to 1000, the perplexity of
LDA is 1007.18, that of LATM is 846.12 and that of GeoFolk is 833.09. DSTM signiﬁcantly reduces the perplexity
and achieves a perplexity of 358.56. RSTM reduces the perplexity even further and demonstrates the lowest perplexity
of 349.54. The result shows that DSTM and RSTM are more
suitable for analyzing web search data.
Another metric is deﬁned for gauging how eﬀective the
proposed models are in predicting the remaining query terms
after observing a portion of the user’s search history. Suppose we observe the query terms w1:P from a user’s query
log, we are interested in ﬁnding which model provides a
better predictive distribution p(w|w1:P ) of the remaining
query terms. Speciﬁcally, we use each user’s ﬁrst 80% search
queries as the training data and the remaining 20% as the
testing data. We use Equation 15 to calculate the perplexity
of the testing data. The comparison results are presented in
Figure 6(b). We observe that the proposed models again signiﬁcantly outperform the three baselines. When the topic is
set to 90. LDA demonstrates a perplexity of 611.89, LATM
generates a perplexity of 540.45 and GeoFolk shows a perplexity of 543.17. DSTM achieves a perplexity of 150.34 and
RSTM achieve a perplexity of 160.79. The result suggests
that DSTM and RSTM have better capability to predicting
the user’s future web search given the user’s search history.

The result aligns with the fact that swimming, boating and
sailing are extremely popular activities enjoyed around the
Chesapeake Bay4 . The search topic High-tech covers an area
around the San Francisco Bay, where the Silicon Valley is
home to many of the world’s largest technology corporations. The search topic Energy is related to a region around
Oklahoma, which is a major producer of natural gas and oil
in the United States. The results are all consistent with the
facts and thus suggest that RSTM can eﬀectively ﬁnd the
characteristics of a speciﬁc region, which is the embodiment
of the locality assumption.
The above results illustrate the output format of the proposed models and reveal some basic features of the discovered search topics. In the following subsection, we use three
standard metrics to gauge the “goodness-of-ﬁt” and the distinctiveness of the search topics discovered by the two models.

5.4 Quantitative Measures
In this section, we utilize three metrics to compare DSTM
and RSTM with some counterparts. We notice that few
probabilistic topic models are proposed to analyze web search
from the geographic perspective, thus it is hard to ﬁnd direct competitors for the proposed ones. After an extensive
survey, we select three models that are general enough to
be applied to the task studied in this paper. The ﬁrst baseline that we choose is Latent Dirichlet Allocation (LDA) [2].
The second baseline is LATM [21]. The third one is GeoFolk
[20].
We ﬁrst use a held-out dataset that contains 7,635 search
queries to evaluate the models’ capability of predicting unseen data. All the models in this study are trained by using
the data mentioned in Section 5.1. Perplexity is a standard
measure of evaluating the generalization performance of a
probabilistic model [17]. It is monotonically decreasing in
the likelihood of the held-out data. Therefore, a lower perplexity indicates better generalization performance. Specifically, perplexity is calculated according to the following
equation:

P erplexityheld−out (M) = (

Nd
D 


p(wi |M))

−1
D
(Nd )
d=1

,

P erplexityportion(M) = (

Nd


p(wi |M, wa:P ))

−1
D
(Nd −P )
d=1

d=1 i=P +1

(15)

The third metric that we use for evaluation is the KLdivergence between discovered geographic search topics. Similar to [24], we use KL-divergence to evaluate the distinctiveness of discovered search topics. The larger the average KLdivergence is, the more distinct the search topics are. We
show the average distance of term distributions of all pairs
of search topics measured by KL-divergence in Figure 6(c).
We ﬁnd that the KL-divergence of DSTM is higher than the
three baselines. By incorporating the geographic information, the word distributions in the search topics discovered
by DSTM are more distinctive than those obtained by the
baselines. The result indicates that DSTM is eﬀective to
ﬁnd diﬀerent facets of the location commonalities. We also
observe that by assuming the geographic locality, RSTM is

(14)

d=1 i=1

where M is the model learned from the training process.
The result of perplexity comparison is presented in Figure
4

D


http://en.wikipedia.org/wiki/Chesapeake Bay
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.

(a) User Proﬁling Comparison
With Locations, TF-IDF and
SVD

(b) User Proﬁling Comparison
With LDA, LATM and GeoFolk

(c) URL Annotation Comparison

Figure 7: Comparison of User Proﬁling and URL Annotation
We then apply k-means algorithm [14] to the ground truth
vectors and those from the baselines and the proposed models. Our goal is to evaluate whether the user proﬁles obtained from the proposed models can generate communities
that are similar to the ground truth. For community quality
evaluation, we check the resultant relation between each pair
of users against the results obtained from the ground truth.
For the clustering result cp that is obtained from the user
proﬁling method p and two users i and j, if the relation6 of
i and j in cp ’s clustering result is consistent with the result
ctruth that is obtained from the ground truth, then we consider it as a positive judgment. We repeat this process for
each pair of users and the ﬁnal counting is normalized by
the total number of user pairs. We regard this normalized
value as Human Judgment Correlation Score (HJCS) and
formally deﬁne it as follows:

able to discover search topics that are more distinct than
the three baselines. This result is consistent with our expectation that RSTM is useful for ﬁnd some region-speciﬁc
issues, which help improve the distinctiveness of discovered
search topics.

5.5 User Profiling
In this section, we apply DSTM and RSTM to build user
proﬁles for search engine users and demonstrate their eﬀectiveness by comparing with several strong baselines. After
processing each user’s search history by the proposed models, the ith user’s proﬁle is represented by a search topic
vector (θi1 , θi2 , ..., θin ), where θik is a real number that indicates the ith user’s endorsement for the kth search topic.
The value of θik is computed according to the ﬁnal states
of the Markov chain after Gibbs sampling. The formula is
deﬁned as follows:
θik = K

DK + α
Cdk
k

DK
k =1 (Cdk

+ αk )


HJCSp =

.

(16)

= ctruth (i, j))

n(n − 1)/2

.

(17)

In order to reduce the bias from the initialization of kmeans algorithm, we run this algorithm for 100 times and
utilize the average HJCS as the ﬁnal one. From the result
shown in Figure 7 (a), we observe that Location, DSTM and
RSTM perform better than TF-IDF and SVD. For the task
of geographic user clustering, DSTM and RSTM generally
demonstrate the highest and the second highest correlations
with human labeled ground truth. The performance superiority results from the capturing of latent semantics in search
query log. We also compare DSTM and RSTM with the
three baseline topic models on the same task and the result
is shown in Figure 7 (b), in which DSTM and RSTM also
show better alignments with human labeled data.

We evaluate the quality of user proﬁles by the task of unsupervised clustering. We prepare the ground truth with a
small portion of the query log obtained from 1879 users who
submitted geographic queries, and these queries are manually classiﬁed into 21 ODP5 categories and thus each user is
represented by a 21-element vector, where each element is
the frequency of the user’s queries that belong to the corresponding category. After normalization, the 21-element
vector serves as the ground truth proﬁle.
We ﬁrst compare DSTM and RSTM with the following
three baselines.
• The ﬁrst baseline (denoted as Location) for user proﬁling is merely location-based. We treat each location as
a feature and the corresponding value is the location’s
frequency in the user’s query log.

5.6 URL Annotation
Another advantage of DSTM and RSTM is to ﬁnd the
semantic relation between query terms and URLs. Within
each search topic, the query terms can be considered as the
annotation of the URLs. Some examples of the URL annotation are presented in Table 4. We observe that both
DSTM and RSTM can eﬀectively annotate URLs with semantically relevant terms. In order to quantitatively evaluate the quality of URL annotation obtained from DSTM
and RSTM, we compare them with M2 and baseline+M2,
which achieved the best performance in [9], on the task of
URL classiﬁcation. For a search topic k and a query q, we

• The second baseline (denoted as TF-IDF) is the widely
used TF-IDF text representation [18]. We proﬁle each
user by his or her corresponding TF-IDF vector, which
contains both the query terms and the URLs.
• The third baseline (denoted as SVD) is prepared by
conducting Singular Value Decomposition [8] on the
matrix that is composed of all users’ TF-IDF vectors.
The obtained semantic dimensions are used as the features for user proﬁling.
5

i,j=i 1(cp (i, j)

6
The relation means whether i and j are within the same
cluster or not.

http://www.dmoz.org/
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Table 4: URL Annotation Examples.
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www.cityofboston.gov
www.tripadvisor.com
www.lowellma.gov panamacitybeachonline.com
city
beach
DSTM
registry
car
Terms
town
hotels
rentals
map
hospital
inn
www.craigslist.org
www.alllotto.com
URLs
houston.craigslist.org
www.nylottery.org
list
numbers
RSTM
craig
lottery
Terms
cheap
combination
merchant
money
services
winner
URLs

use the top 10 query terms from topic k as the annotation
of the top 2 URLs in Ωkq . In total 500 URLs are selected
for this experiment. Other experimentally settings are the
same as that discussed in [9] and are skipped here to save
space. The result is shown in Figure 7 (c). DSTM and
RSTM achieve the classiﬁcation accuracies of 0.68 and 0.64,
which outperform M2’s 0.54 and baseline+M2’s 0.57. The
result shows that the DSTM and RSTM are eﬀective to capture the semantic relation between query terms and URLs.
Thus, the resultant search topics are helpful for interpreting
the URL’s content with higher accuracy.

6.

CONCLUSION

In this paper, we study the problem of discovering geographic search topics from search engine query logs. We propose a new framework (G-WSTD) that is composed of search
session derivation, geographic information extraction and
two search topic models, the Discrete Search Topic Model
(DSTM) and the Regional Search Topic Model (RSTM).
DSTM discovers the commonalities between diﬀerent locations in a discrete way, disregarding their geographical distances. RSTM assumes that search topics have the geographic locality and discover the local characteristics within
a region. To verify the eﬀectiveness of our approach, we conduct extensive experiments on a real-life search query log.
The experimental results show that the proposed models
outperform several strong baselines with respect to diﬀerent metrics. The superiority of the proposed framework is
further demonstrated by applications such as search engine
user proﬁling and URL annotation.
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